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Surrounded By Causality
CONVENIENCE BIAS: I WAS BORN, IT’S VOLTAIRE’S FAULT

THE ILLUSION OF CAUSALITY: STORKS AND BABIES

“When I succeed, it’s because I’m good. When I fail, it’s other 
people’s fault, or a question of circumstance. For example, we 
assume that a person who reads a speech by Fidel Castro 
because he is required to do so must actually agree with what 
he’s reading (this experiment has been done).”

“Just because two events are simultaneous doesn’t mean that 
they’re connected. If you observe a rise in the number of storks 
and the number of babies, there is no cause-and-effect link. Yet 
the illusion of causality gives rise to thorny debates. For 
instance, over the last twenty years, the marked increase of 
autism cases has coincided with the rise of the internet, 
therefore, the internet must cause autism.”



Statistics vs Machine Learning vs AI

“When you’re fundraising, it’s AI. 

  When you’re hiring, it’s ML. 

  When you’re implementing, it’s 

  logistic regression.”


  — everyone on Twitter ever



The Achilles’ Heel of Stats/ML/AI



Classification: Cows vs Camels

(Beery et al., 2018, Kodryan, 2019)



Grassy vs Sandy Background

(Beery et al., 2018, Kodryan, 2019)



A Camel?!

(Beery et al., 2018, Kodryan, 2019)



Recommender System

(Credit to Bernhard Schölkopf )



Adversarial Vulnerability

(Szegedy et al., Intriguing Properties of Neural Networks. 2013,)

(Image credit: https://gradientscience.org/intro_adversarial/)



Natural Language Understanding

(Walid S. Saba. https://thegradient.pub/machine-learning-wont-solve-the-natural-language-understanding-challenge. 2021)



A Bite of Causality



The Bible Times
The Bible, for example, tells us that just a few hours 
after tasting from the tree of knowledge, Adam is 
already an expert in causal arguments.  

When God asks: “Did you eat from that tree?”  

This is what Adam replies: “The woman whom 
you gave to be with me, She handed me the fruit 
from the tree; and I ate.” 

Eve is just as skilful: “The serpent deceived me, 
and I ate.”  

The thing to notice about this story is that God did 
not ask for explanation, only for the facts – it was 
Adam who felt the need to explain. The message is 
clear: causal explanation is a man-made concept.

(Judea Pearl. Causality. 2009)



Association vs Causation



Milk Consumption - Nobel Prize

(Linthwaite et al., 2012)



The Ladder of Causation

P(Y |do(X))

P(Y |X)

P(YX′ 
|X)



A Simple Taxonomy

Model Predict in IID 
setting

Predict under distr. 
shift/intervention

Answer 
counterfactual 

questions
Obtain 

physical insight
Learn 

from data

Mechanistic/Physical yes yes yes yes ？

Structural causal yes yes yes ？ ？

Causal graphical yes. yes no ？ ？

Statistical yes no no no yes

/HYHO�� /HYHO�� /HYHO��

(Peters et al., 2017)



Statistical vs Causal Models

(Bernhard Schölkopf. Causality for Machine Learning. 2019)



Little Causal Inference
Known variables, Known Graph



Structural Causal Models

(Judea Pearl. Causality. 2009)

U1 ⊥⊥ U2 ⊥⊥ ⋯ ⊥⊥ Um



Graphical Representation

UC ⊥⊥ US ⊥⊥ UR ⊥⊥ UW

(Judea Pearl. Causality. 2009)



Graphical Representation

UC ⊥⊥ UR

UC

UR

(Judea Pearl. Causality. 2009)



Three Building Blocks

A B C

A B C

A B C

A ⊥⊥ C |B

A ⊥⊥ C |B

A ⊥⊥ C |B

Chain

Fork

V-Structure 
Immorality

Mediator

Confounder

Collider



-Separationd

(Judea Pearl. Causality. 2009)



Example: -Separationd

(Credit to Tianjian Zhang)



Confounding: Simpson’s Paradox

(Judea Pearl. The Book of Why. 2018)



Success Rate in Treating Kidney Stones

(Peters et al. Elements of Causal Inference. 2017)



Success Rate in Treating Kidney Stones



Confounding and Deconfounding



Confounding and Deconfounding



Confounding and Deconfounding

P(R = 1 |do(T = 1)) = ∑
z={0,1}

P(R = 1 |T = 1,Z = z)P(Z = z)



Back-Door Adjustment

X

Z

Y

P(Y |do(X = x)) = ∑
z

P(Y |X = x, Z = z)P(Z = z)

(Pearl et al. Causal Inference in Statistics. 2016)



Success Rate in Treating Kidney Stones

(Peters et al. Elements of Causal Inference. 2017)



Example: Covid-19

(Kugelgen et al. Simpson’s paradox in Covid-19 case fatality rates: a mediation analysis of age-related causal effects. 2020)



Some Other Forms of Adjustment
๏ Inverse Probability Weighting (IPW) 
‣Chapters 2, 4 & 12. Causal Inference: What if. Hernán and Robins, 2020.

‣Chapter 8. Elements of Causal Inference. Peters, Janzing, and Schölkopf, 2017.

๏ Matching 
‣Chapters 4 &15. Causal Inference: What if. Hernán and Robins, 2020.

๏ Propensity Scores 
‣Chapter 15. Causal Inference: What if. Hernán and Robins, 2020.

‣Chapter 6. Elements of Causal Inference. Peters, Janzing, and Schölkopf, 2017.

๏ Double Machine Learning 
‣Double/Debiased Machine Learning for Treatment and Structural Parameters. 

Chernozukov et al., 2017 
‣Chapter 18. Causal Inference: What if. Hernán and Robins, 2020.



Front-Door Adjustment

X

U

YZ

P(Y |do(X = x)) = ∑
z

P(z |x)∑
x′ 

P(Y |X = x′ , Z = z)P(X = x′ )

(Judea Pearl. Causality. 2009)



Front-Door or Back-Door?

P(Y |do(X))?

(Judea Pearl. The Book of Why. 2018)



-Calculusdo

(Judea Pearl. Causality. 2009)



Let’s -Calculus!do

P(Y |do(X)) Rule3= P(Y |do(X), do(W), do(Z)) Rule2= P(Y |X, do(W), do(Z)) Bayes=
P(Y, X |do(W), do(Z))
P(X |do(W), do(Z))

Rule3=
P(Y, X |do(Z))

P(X |do(W), do(Z))
Bayes=

∑W P(Y, X, W |do(Z))

P(X |do(W), do(Z))
Bayes=

∑W P(Y, X |W, do(Z))P(W |do(Z))

P(X |do(W), do(Z))

Rule3=
∑W P(Y, X |W, do(Z))P(W)

P(X |do(W), do(Z))
Rule2=

∑W P(Y, X |W, Z)P(W)

P(X |do(W), do(Z))
Rule3=

∑W P(Y, X |W, Z)P(W)

P(X |do(Z))

Bayes=
∑W P(Y, X |W, Z)P(W)

∑W P(X |W, do(Z))P(W |do(Z))
Rule3=

∑W P(Y, X |W, Z)P(W)

∑W P(X |W, do(Z))P(W)

Rule2=
∑W P(Y, X |W, Z)P(W)

∑W P(X |W, Z)P(W)



Latent Confounders: Non-Identification

Z

X Y

(Alex D’Amour. 2018)



Study Case I: Causal Effect VAE
Goal

ATE := 𝔼[ITE(x)]
ITE(x) := 𝔼[y |X = x, do(t = 1)] − 𝔼[y |X = x, do(t = 0)]

p(y |X, do(t = 1)) = ∫Z
p(y | t = 1,Z)p(Z |X)dZ

q(Z | t = 1,y, X)

(Louizos et al. Causal Effect Inference with Deep Latent-Variable Models. 2017)



[Credit to David Blei]



[Credit to David Blei]

•Find, fit and check a factor model of the movie casts.

𝔼[Y |do(a)] = 𝔼 [𝔼[Y |Z, A = a]]

•Use the factor model to form substitute confounders for each movie. 

•Use the substitute confounders in a causal model of movie revenue:

Case Study II: Multi-Cause Confounders

(Wang and Blei. The Blessings of Multiple Causes. 2019)



Counterfactuals: Racism

• He would die no matter whether he takes the pill or 
not.


• He wouldn’t die no matter whether he takes the pill 
or not.


• He wouldn’t die had he taken the pill, and would die 
had he not taken the pill.


• He would die had he taken the pill, and wouldn’t die 
had he not taken the pill.

There exists a pill turning the black to the white.



Calculation of Counterfactuals

(Judea Pearl. Causality. 2009)



A Toy Example

Let us consider a student named Joe, for whom we measure X = 0.5, H = 1, and 
Y = 1.5. Suppose we wish to answer the following query: What would Joe’s 
score have been had he doubled his study time?

(Pearl et al. Causal Inference in Statistics. 2016)



Probability of Sufficiency and Necessity

PN = P(Y0 = 0 |X = 1,Y = 1)

PS = P(Y1 = 1 |X = 0,Y = 0)

PNS = P(Y1 = 1,Y0 = 0)

(Pearl et al. Causal Inference in Statistics. 2016)

Law

Business



Study III: Recommendation Systems

(Bottou et al. Counterfactual Reasoning and Learning Systems: The Example of Computational Advertising. 2013)



Potential Outcome Model

Structural Causal Model

Exclusion Restrictions
Independence Restrictions

Reversibility

Composition
Effectiveness



Little Causal Discovery
Known variables, Unknown Graph



Intractability

(Peters et al. Elements of Causal Inference. 2017)



Constraint-based and Score-based

(Peters et al. Elements of Causal Inference. 2017)



Score-based

�̂� := arg max
𝒢∈RMC

Score(𝒟, 𝒢)

Data

Graph CandidatePre-defined Score

• Transfer to a (continuous) optimization/search problem.

• Restricted Model Class (RMC), i.e., DAG: h(W) = tr(eW∘W) − d

(e.g., Zheng et al. DAGs with NO TEARS: Continuous Optimization for Structure Learning. 2018)



Necessity of Constraints on SCMs
•Consider a toy SCM with only two observables  as below,X → Y

X = U
Y = f(X, V)
U ⊥⊥ V

•  acts as a random selector variable choosing the function .


• If  depends on  in a non-smooth way, it should be hard to glean information about 
the SCM from a finite dataset.


•This motivates restricting the complexity with which  depends on .


•A natural restriction is to assume an additive noise model.

V f

f V

f V

(Bernhard Schölkopf. Causality for Machine Learning. 2019)



Example: Additive Noise Models

Y = f(X) + N
X ⊥⊥ N

(Peters et al. Elements of Causal Inference. 2017)



Example: Information-Geometric CI

Y = f(X)

(Peters et al. Elements of Causal Inference. 2017)



More Results

(Peters et al. Elements of Causal Inference. 2017)



Case Study I: Neural Causation Coefficient

(Lopez-Paz et al. Discovering Causal Signals in Images. 2017)

BusBridge



Case Study I: Neural Causation Coefficient

(Lopez-Paz et al. Discovering Causal Signals in Images. 2017)



Independent Causal Mechanism

P(A, T) = P(A |T)P(T) T → A
= P(T |A)P(A) A → T

(Peters et al. Elements of Causal Inference. 2017)



Case Study II: A Meta-Transfer Objective

(Bengio et al. A Meta-Transfer Objective for Learning to Disentangle Causal Mechanisms. 2019.)

P(A, B) = P(A |B)P(B)
= P(B |A)P(A)



Little Causal Representation Learning
Unknown variables, Unknown Graph



–Judea Pearl

“Logic void of representation is metaphysics.” 

Chaochao Lu Cambridge MLG



Scientific Demand

[Chalupka et al. 2016]



Plato’s Allegory of the Cave

X ← Z → Y

(Image Credit: https://www.thephilosophyman.com/blog/platos-cave-diy-allegories)



Revisit Independent Causal Mechanism

P(A, T) = P(A |T)P(T) T → A
= P(T |A)P(A) A → T

(Peters et al. Elements of Causal Inference. 2017)



Independent Causal Mechanism

In vision research, this is called the Generic Viewpoint Assumption.

(Peters et al. Elements of Causal Inference. 2017)



The Ambassadors (Holbein)

(Credit to Bernhard Schölkopf )



Gedankenexperiment

Particles scattered at an object

• incoming beam: “cause”

• scattering at object: “mechanism”

• outgoing beam: “effect”, contains information about the object

(Peters et al. Elements of Causal Inference. 2017)



Independent Causal Mechanism

• INFLUENCE: changing (or performing an intervention upon) one mechanism 
 does not change any of the other mechanisms   .


• INFORMATION: knowing some other mechanisms   does 
not give us information about a mechanism .

P(Xi |PAi) P(Xj |PAj) (i ≠ j)

P(Xj |PAj) (i ≠ j)
P(Xi |PAi)

(Bernhard Schölkopf. Causality for Machine Learning. 2019)



Sparse Mechanism Shift

•We view any real-world distribution as a product of causal mechanisms. 
Therefore, a change in such a distribution will always be due to changes in at least 
one of those mechanisms.


• In contrast, if we consider a non-causal factorisation, e.g., the one below, then 
many, if not all, terms will be affected simultaneously. 

•Causal Graphical Models: P(X1, …, Xn) = Πn
i=1P(Xi |PAi) .

P(X1, …, Xn) = Πn
i=1P(Xi |Xi+1, …, Xn) .

(Bernhard Schölkopf. Causality for Machine Learning. 2019)



Problem Setup I
•Traditional causal discovery and reasoning assume that the units are random 

variables connected by a causal graph. However, real-world observations are usually 
not structured into those units to begin with.

X = G(S1, …, Sn),

where  is a non-linear function. G

•To this end, we could try to connect causal variables  to observationsS1, …, Sn

(Schölkopf et al. Towards Casual Representation Learning. 2021)



Problem Setup II
•To combine SCM and representation learning, we should embed an SCM into larger 

machine learning models whose inputs and outputs may be high-dimensional and 
unstructured, but whose inner workings are at least partly governed by an SCM. 

Changes are sparse for 
the appropriate causal 
variables, but dense in 
other representations.

•The result may be a modular architecture, where different modules can be individually 
fine-turned and re-purposed for new tasks.

•The SMS hypothesis can be used to enforce the appropriate structure.

(Schölkopf et al. Towards Casual Representation Learning. 2021)



Learning Disentangled Representations

•Given possibly high-dim , we should construct causal variables 
  as well as causal mechanisms

X = (X1, …, Xd)
S1, …, Sn (n ≪ d)

Si := fi(PAi, Ui), (i = 1,…, n) .

•Step 1: Encoder , taking  to .q : ℝd → ℝn X U

•Step 2: Mapping  determined by the assignments f(U) f1, …, fn

•Step 3: Decoder . p : ℝn → ℝd

•For suitable , the system can be trained using reconstruction error to satisfy 
 on the observed images.

n
p ∘ f ∘ q ≈ id

• In practice, the system only learns , where .p̃ ∘ q p̃ = p ∘ f

[Begio’s slide]

(Schölkopf et al. Towards Casual Representation Learning. 2021)



Learning Transferable Mechanisms

•Future AI models that robustly solve a range of problems in the real world will likely 
need to re-use components, which requires them to be robust across tasks and 
environments.

P(X1, …, Xn) = Πn
i=1P(Xi |PAi) .

•An elegant way to do this is to employ a modular structure that mirrors a 
corresponding modularity in the world.

(Schölkopf et al. Towards Casual Representation Learning. 2021)



Learning Causal Worlds
•Deep Learning excels at learning representations of data that preserve relevant 

statistical properties.

–Konrad Lorenz

“thinking as acting in an imagined space” 

•However, it does so without taking into account the causal properties of the 
variables, i.e., interventional properties. 

•Causal representation learning should move beyond the representation of statistical 
dependence structures towards models that support intervention, planning, and 
reasoning.

(Schölkopf et al. Towards Casual Representation Learning. 2021)



Case Study I: Interventional Repr. 

(Besserve et al., 2020)



Case Study I: Interventional Repr. 

(Besserve et al., 2020)



Dive into Machine Learning

(Chaochao Lu. The Agnostic Hypothesis: A Unifying View of Machine Learning, 2020 )



Opinion 1: Anticausal Learning/SSL

P(X, Y) = P(X)P(Y |X)

X → Y Y → X

Biochemical and Mechanical 
Causal Mechanisms

“1”

anticausal

(Chaochao Lu. Is Image Classification a Causal Problem?, 2020)
(Schölkopf et al. On Causal and Anticausal Learning, 2012)



Opinion 2: Causal Learning

“1”

causal

causalanticausal

•predict human annotations  from images  in order 
to imitate the cognitive process (i.e., humans 
produce labels by following a causal and cognitive 
process after observing images.) 

•  should be stable across environments or 
domains. Hence, empirical risk minimisation (ERM) 
should work quite well.

P(Y |X)

•In the causal direction, Nature variables (e.g., colour, 
light, angle, animal, etc.) produce images through 
nature causal mechanisms. 

•In the anticausal direction, we attempt to disentangle 
the underlying causal factors of variation behind 
images (i.e., Nature variables). 

•Disentanglement vs. Inference 

•Hierarchy of Nature Variables vs. Occam’s Razor
(Chaochao Lu. Is Image Classification a Causal Problem?, 2020)



Opinion 3: The Agnostic Hypothesis

“1”

causal
anticausal
anticausal+causal
predictive

•Plato’s Theory of Forms

•Manipulability Theory 
•Principle of Common Cause 
•Theory of Linguistics

image and label as two different 
representation spaces

a feature extractor and a classifier

X ← Z → Y

(Chaochao Lu. Is Image Classification a Causal Problem?, 2020)



Revisit Plato’s Allegory of the Cave

X ← Z → Y

(Image Credit: https://www.thephilosophyman.com/blog/platos-cave-diy-allegories)



Comparison with Deep Learning

(Credit to Jose Miguel Hernández-Lobato)



A Unifying View of Machine Learning

(Chaochao Lu. The Agnostic Hypothesis: A Unifying View of Machine Learning. 2020)

Explainability

Generalizability



Case Study II: The Rosetta Stone

(Gresele et al.The Incomplete Rosetta Stone Problem: Identifiability Results for Multi-View Nonlinear ICA. 2019)



Case Study III: identifiable VAE (iVAE)

(Khemakhem et al., Variational Autoencoders and Nonlinear ICA: A Unifying Framework. 2020)



Case Study IV: Invariant Risk Minimization

To learn invariances across environments, find a data 
representation  such that the optimal classifier  on 

top of that representation matches for all environments.
Φ w

•Invariant Risk Minimization principle

(Arjovsky et al., Invariant Risk Minimization. 2019)



Case Study V: Revisit the Toy Example

To predict  from  using a least-square predictor : Y (X1, X2) ̂Ye = α̂1Xe
1 + α̂2Xe

2

(Lu et al., Nonlinear Invariant Risk Minimization: A Causal Approach. 2021)



Case Study V: Invariant Causal Prediction

•Consider datasets  collected under multiple training environments 
. The goal is to learn a predictor , which performs well across a large set 

of unseen but related environments .

De := {(xe
i , ye

i )}ne
i=1

e ∈ ℰtr Y ≈ f(X)
ℰall ⊃ ℰtr

•Environments result from interventions 
on a causal graph.

• It is assumed that all the variables are given. Hence, data representation  only select 
the direct causes of .

Φ
Y

•Given the complete set of direct causes of ,  remains identical under interventions on 
variables other than the target variable.

Y f

(Peters, Bühlman, Meinshausen, 2016)



Case Study VI: Nonlinear IRM

Nonlinear
Data Representation

Nonlinear
Invariant Classifier

!(#)

Problem

Assumption on Causal Graphs Assumption on the Prior

The prior is assumed to be a general exponential
family distribution leading to IDENTIFIABILITY.

This assumption is more general than the common 
Independence assumption in latent variable models.

(Lu et al., Nonlinear Invariant Risk Minimization: A Causal Approach. 2021)



“Panel Discussion”
“The essence of intelligence is while only being able to observe 
a world of things, try to come up with a world of ideas.”                
                                                                       — Vladimir Vapnik 

“Life/evolution is a process of compression.” 
                                                              —Jürgen Schmidhuber

“A low-dimensional thought or conscious state is analogous to 
a sentence: it involves only a few variables and yet can make 
a statement with very high probability of being true.” 
                                                                        —Yoshua Bengio



Little Causal Reinforcement Learning
A Road to Artificial General Intelligence



Reinforcement Learning (RL)



My Favourite

“When life is only 
slightly dreary, the 
optimal policy takes 
no risks at all, even 
though this means 
banging its head 
against the wall quite 
a few times.”

“Life is positively 
enjoyable and the agent 
avoids both exits..”

“Life is so painful that 
the agent heads 
straight for the 
nearest exit, even if 
the exit is worth -1.”

“Life is quite 
unpleasant; the agent 
takes the shortest route 
to the +1 state and is 
willing to risk falling into 
the -1 state by 
accident.”

(Russell and Norvig. Artificial Intelligence: A Modern Approach. 1995)



Markov Decision Processes (MDPs)

Action

State

Reward

S0 S1 S1

A0 A1

R0 R1

•Reward Function: 

•Transition Function: 

•Policy Function:

P(Rt |St, At)

P(St+1 |St, At)

π(At |St)

Model-based vs Model-

Inverse RL vs 

Policy-based vs Value-
based  



Partially Observable MDPs (POMDPs)

Action

Reward

S0 S1 S1

A0 A1

R0 R1

State S0 S1 S1

π(At |O0, …, Ot, A0, …, At−1)

• Reward Function: 

• Transition Function: 

• Policy Function:

P(Rt |St, At)

P(St+1 |St, At)

π(At |St)

Model-based vs Model-Free

Inverse RL vs RL

Policy-based vs Value-based  
Off-policy vs On-policy

Belief vs Predictive vs Causal States 

• Observation Function: P(Ot |St) Fully vs Partially Observable

O0 O1 O1Observation



RL’s Fundamental Flaw

Starting from Scratch

Andrey Kurenkov's Blog

https://thegradient.pub/author/andrey/


RL is a Cherry



Causal Relationships in POMDPs

Policy is NOT a causal relationship.

(Samuel J. Gershman. Reinforcement Learning and Causal Models, 2015)



Hard vs Soft Interventions
Conditional Actions

P(Y |do(X = g(Z))) = ∑
Z

P(Y |do(X = g(Z)), Z)P(Z |do(X = g(Z)))

= ∑
Z

P(Y |do(X), Z) |X=g(Z) P(Z)

= 𝔼Z[P(Y |do(X), Z) |X=g(Z) ]

Stochastic Policies

P(Y |do(π(X |Z))) = ∑
X

∑
Z

P(Y |do(X), Z)P(X |Z)P(Z)



Causal RL

EnvironmentAgent
G M

State

Reward

‘Action’

Causal Diagram Structural Causal Model

Observational, Interventional, Counterfactual

(Credit to Elias Bareinboim)



Why from RL
Is RL an exercise in causal inference? Of course! Albeit a restricted one. 
By deploying interventions in training, RL allows us to infer consequences 
of those interventions, but ONLY those interventions. A causal model is 
needed to go BEYOND, i.e., to actions not used in training. 

The relation between RL and causal inference has been a topic of some 
debate. It can be resolved, I believe, by understanding the limits of each. 

Question 1: why is RL on the original high-dimensional Atari games harder 
than on downsampled versions? 
Question 2: why is RL easier if we permute the replayed data?  

RL is closer to causality research than the machine learning mainstream in 
that it sometimes effectively directly estimates do-probabilities (on-policy 



Why from Nature Science

Reproducibility Crisis Flawed Patterns

Experiments Theory Symmetry



Why from Cognition
Humans summarise rules or experience from their interaction 
with nature and then exploit this to improve their adaptation in the 
next exploration.  

What Causal RL does is exactly to mimic human behaviours, i.e., 
learning causal relations from an agent that communicates with 
the environment and then optimising its policy based on the 
learned causal structures.



The Debate on AGI
Does AI Need More Innate Machinery?



Case Study I: Off-Policy Evaluation

medical state

doctor’s current mood 
& 

how good the patient looks to 

zL

uL

(Tennenholtz et al. Off-Policy Evaluation in Partially Observable Environments. 2019)



Case Study II: Self-Driving

(de Hann et al. Causal Confusion in Imitation Learning, 2018)



Case Study III: Deconfounding RL

p(rt+1 |zt, at)

p(rt+1 |zt, do(at))

p(rt+1 |B(zt), do(at))

|Qπ
𝒵,i(z, a) − Qπ

ℬ,i(B(z), do(a)) | ≤
ℰR+γLℰD

1 − γ

Reward Error Dynamics Error

(Lu et al. Deconfounding Reinforcement Learning in Observational Settings, 2018)



Case Study IV: Policy Search

(Buesing et al. Woulda, Coulda, Shoulda: Counterfactually-Guided Policy Search, 2019)



Case Study IV: Policy Search

(Buesing et al. Woulda, Coulda, Shoulda: Counterfactually-Guided Policy Search, 2019)



Case Study V: Transfer RL

(Huang et al. AdaRL: What, Where, and How to Adapt in Transfer Reinforcement Learning, 2021)



Conclusion & Discussion



“We believe that connecting with the essential 
dimensions of human experience as delineated 
by the Ladder of Causation is a critical step 
towards creating the next generation of AI 
systems that will be safe, robust, human-
compatible, and aligned with the social good.”


                                      — Elias Bareinboim







The Bitter Lesson 
Rich Sutton
March 13, 2019 

The biggest lesson that can be read from 70 years of AI research is that general methods that leverage 
computation are ultimately the most effective, and by a large margin. The ultimate reason for this is Moore's law, 
or rather its generalization of continued exponentially falling cost per unit of computation. Most AI research has been 
conducted as if the computation available to the agent were constant (in which case leveraging human knowledge 
would be one of the only ways to improve performance) but, over a slightly longer time than a typical research 
project, massively more computation inevitably becomes available. Seeking an improvement that makes a difference 
in the shorter term, researchers seek to leverage their human knowledge of the domain, but the only thing that 
matters in the long run is the leveraging of computation. These two need not run counter to each other, but in practice 
they tend to. Time spent on one is time not spent on the other. There are psychological commitments to investment in 
one approach or the other. And the human-knowledge approach tends to complicate methods in ways that make 
them less suited to taking advantage of general methods leveraging computation.  There were many examples of AI 
researchers' belated learning of this bitter lesson, and it is instructive to review some of the most prominent.



Pearlian View on Deep Learning
Martin Ford: Most of the recent progress has 
been in deep learning. You seem somewhat 
critical of that. You’ve pointed out that it’s like 
curve fitting and it’s not transparent, but actually 
more of a black-box that just generates answers.

Judea Pearl: It’s curve fitting, correct, it’s 
harvesting low-hanging fruits.

Martin Ford: It’s still done amazing things.

Judea Pearl: It’s done amazing thing because 
we didn’t realize there are so many low-hanging 
fruits.



Mathematical Problem versus Intelligence Problem



Vladimir Propp’s Predicates



Vapnik’s Challenge



Recommendation (Selected)



Thank you.
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